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L earning objectives

¥ suitable sampling strategies for a given
query

¥ an estimate for the number of distinct
elements in a stream (FM-sketch)

¥ an estimate for the order of moments
(AMS)

¥ an estimate of counts within a stream
window (DGIM)



A reminder: the streaming
architecture

Data stream(s) entering

157.26.141.29, 16.173.193.108, 225.95.152.11 sawemm Stream
@jon, @cnnbreakingnews, @bbclondon, @walther : processor

23.45, 34.23, 45.22, 66.7, 12.3, 34.56, 56.55 m—b standing
queries

Output streams(s)

Maintain a summary y
(sketch ) of the Working '~ Archival
stream to answer _storage __Storage
gueries .



A reminder: data streaming

characteristics
¥ and rapid input of data
¥ to store the data (less than linear

In the Input size)

¥ to process each element
¥ access (no random access)
¥ Algorithms have (p=1) or very

(p={2,3}) over the data



Sampling: think about
the query



A reminder: sampling

¥ Sampling: selection of a of items from a
large data set

¥ Important for drawing the right conclusions from
the data



The setting

1337 kentucky fried chicken 2006-04-25 16:07:14
1337 dam kentucky fried chicken menu 2006-04-25 16:12:54
1337 ford 2006-04-26 09:22:34
1410 www.steparoundstep.com 2006-03-01 21:57:38
1410 target bowling green state 2006-04-13 17:41:26
1410 google 2006-05-01 21:40:54
1410 www.toledo11.com 2006-05-14 19:55:41

2005wnmu homepage 2006-03-07 23:36:11
2005wnmu webct 2006-03-07 23:47:49
2005 glitter graphics.com 2006-03-10 01:00:41
2005wnmu.edu 2006-03-23 19:02:42
2005ww.vibe.com 2006-03-26 21:21:51
Example from the now infamous AOL query log
(in a stream those tuples arrive sorted by time)




The setting

¥ A search engineOs query log stream - tuples of!
(user, query, tlme) l 1410 google 2006-05-01 21:40:54 4

1410 www.toledo11.com 2006-05-14 19:55:41

E 2005wnmu homepage 2006-03-07 23:36:11 3§

¥ Working storage can hold a tenth of the stream

Query: What fraction of a typical user’s queries

were repeated over the past month?

¥ One idea: sample tuples independently; generate
a random number [0-9] per tuple and keep the
tuples tagged with a O



Sampling independently

Query: What fraction of a typical user’s queries were

repeated over the past month?

" s queries submitted once
a user= 4 d queries submitted twice€  frrcpeated =

O queries more than twice
wanted fraction

Apply basic probabilities to compute the 3 options:
1. number (#) of queries sampled that were issued once
2. #queries sampled twice that were issued twice
3. #queries sampled once that were issued twice

d
d-+s
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S queries submitted once
a user= d queries submitted twice

Sampling tUPleS # 0 queries more than twict
iIndependently

#queries sampled that were o) 1 - s

. " 10 10 we sample
issued once: independently
#queries sampled twice that d ( 1 1 ) 4

were issued twice: 10 7" 10 100

#queries sampled once that
were issued twice:

L1 9)_@

10 X 10) T 100

the 1. time the query the 2. time the query
appears it is sampled appears it is sampled

All together: fraction of repeated gueries:

d
100 — d

#queries sampled twice

#queries sampled % + 15+ % 10s+19 d




Sampling tuples
Independently

d

100 — d —  d
d_4 s 4 18d — 10s+19 d Vs. 1 repeated — gt s

100 10 100

sampled wanted
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o

1.25s . 1.5s _ .
Number of userOs repeated queries




How to do It correctly?

Query: What fraction of a typical user’s queries were

repeated over the past month?

¥ Correct sampling strategy: sample users, and
iInclude all gueries issued by a single user in the
sample

¥ Lesson: even In simple settings, convincing
counter-examples exist.

Always think about the query!
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Varying the sample size

¥ as the stream grows:
sampling all search queries of 1/10th of users
leads to inPnite demands

¥ Usually there is a from the
stream to be stored

¥ Fraction of key values to store decreases over time

threshold t =B — 1
while streaming
hash(key) — [0,1,.., B — 1]
if #tuples stored > available space
delete tuples whose key hashed to > ¢
t=1t—1



Distinct element
estimates



Application areas

¥ Number of distinct Issued to a search
engine

¥ Unique passing packages through
a router

¥ Number of unigue accessing a website !
per month

¥ Number of different passing through a

trafbc hub (airport, etc.)
¥ Database query plans (original motivation for FM)
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EITE |
FM-sketch (Flajolet-Martin)

Task: Given a data stream of, estimate the number of

distinct elements occurring in It.

¥ Approach: hash data stream elements
uniformly to N bit values, i.e.:!

h:a; — {O,l}N

¥ Assumption: the larger the number of distinct
elements in the stream, the more distinct the
occurring hash values, and the more likely one
with an unusual property appears

17



FM-sketch (Flajolet-Martin)

One possibility of interpreting unusual is the!

. the number of 0s a binary hash value!
enas in

100110101110 100110101100 100110000000

for all a; € S (our stream): N must be

h(a;) — {0,1}" there must be more
results of the
K = max-tail,,cs h(a;) hash function than

return |S| = 2K elements in the
universal set.
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FM-sketch (Flajolet-Martin)

Intuitive justification

P(h(a) has tail length of at least r) = 55 —5 = 5=

'/ 005 occur

When there are m distinct elements in the stream

P(none has tail length! r)= 1" L1 "

of m > 2" . the prob. of finding a tail > r reaches 1

if ml 2" the prob. of finding a tail " r reaches 0

3

; - - \)

Thus: the proposed estimate Is neither too low nor torooé\%\.n.
19 \00@
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FM-sketch (Flajolet-Martin)

¥ axb independent sketches

¥ a groups of b sketches each

¥ Median of means for a stable result!
|

Mean: outliers can lead to an overestimate
Median: always a power of 2

22



Estimating moments



Moments vs. distinct
elements

¥ Moments are a generalisation of the task just
discussed

Let m; be the frequency of the i*"* element for any .
The k*"-order moment of the stream is:

¥ 0" moment: sum of 10s for eachm; > 0 (i.e. the
number of distinct elements)

¥ 1stmoment: sum of all 11; (i.e. the stream length)
¥ 2nd moment: sum of all m? (the OsurpriseO number)
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Moments vs. distinct
elements

¥ Moments are a generalisation of the task just

discussed
Let m; be the frequency of the i*"* element for any .
The k-order moment of the stream is:

Surprise number example:
A stream with 100 elements, 11 distinct ones.
1. 10 elements occur 9 times, 1 element 10 times

2. 10 elements occur 1 time, 1 element 90 times
107 +10! 92 =910

90 + 10! 14 =8110




AMS algorithm (Alon-Matias-Szegedy)
for 2. order moments

X = (element, value)

X.element: element of the universal set

X.value : counter of X.element in the stream
starting at a randomly chosen position

n =15
ms +mi +mé +mg = 5"+ 4% + 3%+ 32 =59

correct solution
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AMS algorithm (Alon-Matias-Szegedy)
for 2. order moments

abcba ca bcaab

1 1 1

(1) Randomly pick x positions (here: 3; I.e. 3 variables to compute the !
2nd order) from stream with known length TS MOIE SPACE e Lewl IR DN

accurate the estimate
a b ¢ b a ¢ a

Xl :(C,l)

(2) Process the stream, one element at a time



AMS algorithm (Alon-Matias-Szegedy)
for 2. order moments

¥ from any!

X = (element, value):
argument will follow

n x (2 x X.value — 1)

¥ Applied to our example:

estimate from Xi: 15 X (2 x 3 —1) =75~
estimate from Xs: 15 x (2 x 2 — 1) = 45~ average

estimate from X3: 15 x (2x2—1) = 45—

AVG(X1, Xo, X3) = 55

approximate solution




AMS algorithm (Alon-Matias-Szegedy)
for 2. order moments

¥ . expected value of any X constructed this
way Is the second moment of the stream

e(1): stream element at positioni In the stream
c(1): number of times e(i) appears starting at position |

ignored (before
picked starting e(6) = a e(9) =
position) c(6) = 4 c(9) =

b



AMS algorithm (Alon-Matias-Szegedy)
for 2. order moments

G—iven: n, X (2 X X.rvalue — 1) X.value : counter of X.element in the stream

starting at a randomly chosen position
Expectation: E(n(2X.value—1)) =+ 3" nx (2xc(i) — 1)

— (2 x i) — 1)

We know: (mg,)*=>. 14+3+5+ ..+ (2m, — 1)
16=4*=14+3+5+7

E(n(2X.value! 1))= _(my)*

e(1): stream element at positioni in the stream
c(1): number of times e(i) appears starting at position |




Higher-order moments

More generally, to estimate the for |
any X

X = ( element, value) wherev = X.value and k > 2

n X (vk —(v—l)k)

(2v! 1)= vl (v! 1)?



Higher-order moments

¥ . we assumed to know the length of the stream
¥ But: streams grow with time
¥ Problematic when computing n X (2 X X.value — 1)

¥ We need a uniform random sample

¥ Choosing early positions: with increasing length bias Is
iIntroduced; overestimate of moment

¥ Choosing recent positions: few encounters, unreliable
estimates

¥ . maintain as many variables as storage allows,
replace them as the stream grows (reservoir sampling)



Stream windows



Stream windows: counting

¥

¥ IS Interesting

¥ Frequent item estimates (MAJORITY, FREQUENT,
SPACESAVING, etc.)

¥ many estimates are based on the
elements

¥ Trending new articles on Twitter
¥ Trending sales on Amazon
¥ E



Counting 10s in a binary
stream

Task: given a stream of binary numbers and a window length N, how

many 10s appeaiin the last k& bits withk ! N.
We cannot store the full window.

Spatial complexity of exact count: N bits; proof by contradiction

- Representation <N bits for N-bit window w=10101
. 2" distinct bit sequences of length N! xszllOl
= k=4

2 different bit strings w, x have the same representation
- w and x by dePnition differ in at least 1 bit (at pos. k)

- Representation is whatever bits both represent w and x

- Query: how many 10s are in the lask bit?
35



DGIM (Datar-Gionis-Indyk-
Motwani): Estimating counts of 10s

¥ Each bit has a timestamp: stream position modulo N 10g, N Dits
¥ Window is divided into buckets represented by
¥ Timestamp of its right end log, N bits
¥ OSizeO: number of 10s in a bucket (pow. of 2)l0g, log, N bits

Space complexity of a bucket: O(log N )

e.g. 2, encodej andj ! log, N
Right end of a bucket is always a 1 bit
No position is In more than one bucket
There are 1-2 buckets of any given size

All bucket sizes are a power of 2
Buckets cannot decrease In size as we move back in time

O~ b PE



DGIM: Estimating counts of 10s

Lets look at an 00s can be outside of buckets

..10110110001011101100101160

one bucket two buckets one bucket two buckets
of size 8 of size 4 of size 2 of size 1

¥ Each bucket in: O(logN)
¥ Maximum number of buckets: O(log N)

Overall: O(Iog2 N)



DGIM: Estimating counts of 10s

1. Determine bucket b with the earliest timestamp that
Includes at least some of the £ most recent bits

2. Sum the sizes (#10s) of all buckets to the right ob
3. Final estimate: add size(b)/2 to the sum

stream direction
timestamp t

..10110110001011101100101160

k=10 “

bucket b exact #bits: 5
estimated #bits: 6



DGIM: Estimating counts of 10s

What Is the for a bucket b of size 27 ?

¥ : estimate Is less than correct answer ¢

¥ Worst case: all 10s ob are in range of the query but only
half are included (by def. of the estimate)

¥ Thus, estimate Is at least 50% of ¢



DGIM: Estimating counts of 10s

What is the maximum error for a bucket b of size 2?

¥ Case 2: estimate is greater than ¢
¥ Worst case: only the rightmost bit of b is in range and only

I, > 5

¥ Thus, estimate is no more than 50% greater than b

c= 1+ ZIERRINZRIEL - 2
estimate — (S -+ |RINESROMZRENNRT — o/ + 27 1 -1
half of b (of size 2)) we have the correct count for all buckets < b




DGIM: Estimating counts of 10s

the buckets with increasing stream length

¥ Starting condition: window of length N with correct bucketing

¥ Update: new bit nb OentersO the window

¥ Check timestamp of leftmost bucket, drop it, if it
completely falls outside the new window

¥ If nbis setto 1:
¥ Create a new bucket with current timestamp and size 1

¥ |If 3 buckets of size 1 exist, merge the two older ones,
create a bucket of size 2

¥ |f 3 buckets of size 2 exist E.

Update time complexity: O(log N )



DGIM: Estimating counts of 10s

: one bit enters the window

stream direction
timestamp t

..1011011000101110110010110

..1011011000101110110010.0.

What happens if now a 1 enters the stream?



Extension to DGIM

Task: A stream of positive integers between 1 and 2™; estimate the

sum of the last k integers.

Approach:
¥ Convert integer into its binary form (m bits)
¥ Each bit forms a separate stream (m streams)

¥ DGIM to count the 10s in each stream
¥ Let ¢i be the count of the i bit (least sign. is ¢o)

. . I :
sum of integers: ., G2



sum of integers: mO c 2

Extension to DGIM

most recent

I B B BN s .

2 - - - 1 0 N\ k=4 window size
(C)Iﬁrl):rngdesst 1 I B Bl E (+2+]1+23 =33
number. 23 1 0 1 1 1

O - -1 0 1

4 - - 1 0 O

m streams: c4 c3 Co> C1 Co in practice, the 10s are

estimated via DGIM

31 20431 21+21 22411 2¢=33



Summary

¥ Sampling
¥ FM-sketch
¥ kth-order moments

¥ DGIM
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THE END



